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Abstract

After more than two decades of existence, the internet of things has been rev-
olutionizing the way we interact with the world around us. Although, in its
origins, the adoption of a cloud computing paradigm supported this ubiqui-
tous computing model, the increasing complexity of IoT systems has led to
the gradual fading of the traditional hierarchical model of cloud computing.
The search for solutions to the problems of latency, scalability and privacy
has, in recent years, driven the movement of data processing and storage,
from the cloud, to the edge of the network (edge computing). Starting from
the particular case of edge computing that keeps the focus on extending the
boundaries of artificial intelligence to the edge of the network - Edge intelli-
gence - a survey of the current state of the art is carried out, culminating into
the specification of an architecture to support edge intelligence applications.

In order to validate the proposed architecture, two scenarios are presented.

In the scope of waste management and energy recycling, a system for used
cooking oil classification in a national domestic collection network is pre-
sented. With the local classification of the trustworthiness of each deposit, it
was possible to significantly shorten the response times, with a direct impact

on energy consumption levels.

Aimed at smart cities, a second application scenario, proposes an approach
based on computer vision and deep learning, for local detection of pedestrians
on crosswalks. In this context, an edge intelligence paradigm allowed to
overcome privacy related issues, as well as reducing response times by more

than 80 times, when compared to a cloud computing based solution.



Abstract

Ap6s mais de duas décadas de existéncia, a internet das coisas, tem vindo a
revolucionar a forma como interagimos com o mundo que nos rodeia. Apesar
de, nas suas origens, a ado¢@o de um paradigma de computacao em nuvem ter
servido de suporte a este modelo de computacgdo ubiqua, a crescente complex-
idade dos sistemas IoT tem conduzido ao paulatino esvanecer do tradicional
modelo hierdrquico da computagdo em nuvem. A procura por solugdes para
os problemas de laténcia, escalabilidade e garantia de qualidade de servigo
tem, nos ultimos anos, impulsionado a desloca¢do do processamento e ar-
mazenamento de dados, da nuvem, para a periferia da rede (computacio per-
iférica). Partindo do caso particular de computacdo periférica que mantém o
foco no alargar das fronteiras da inteligéncia artificial para a periferia da rede
- Periferia inteligente - um levantamento do atual estado da arte é levado a
cabo, culminando na especificagdo de uma arquitetura de suporte a cendrios
de periferia inteligente. Com vista a validacao da arquitetura proposta, dois

cendrios sdo apresentados.

No ambito da gestdo de residuos e reciclagem energética, um sistema para
classificacdo de 6leo alimentar usado, numa rede nacional de recolha domés-
tica € apresentado. Com classificac@o local da veracidade de cada depdsito
foi possivel encurtar significativamente os tempos de resposta, com impacto

direto nos niveis de consumo energético.

Direcionado as cidades inteligentes, um segundo cendrio de aplicacdo, propde
uma abordagem baseada em visdo computacional e aprendizagem profunda,
para detecao local de pedes em passadeiras. Neste contexto, um paradigma
de periferia inteligente permitiu ultrapassar questdes relativas a privacidade
na transmissdo de dados, assim como reduzir em mais de 80 vezes os tempos

de resposta, quando comparado com uma solu¢do de computacao em nuvem.
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Chapter 1
Introduction

Creating a network of connected, smart physical objects, was, from the beginning, the
goal of the Internet of Things (Kranenburg and Bassi, 2012). By defining a concept, rather
than a technology, nearly 20 years after its first appearance, the generic definition of IoT
is still evolving, with an ever-growing number of technological branches converging into
the term IoT. From wireless networks, to real-time analytics, many knowledge areas have
been shaping the Internet of Things, while directly contributing to its exponential growth.

Even without noticing, our daily lives are already driven by the technological advances
in smart connected devices. For instance, by simply visiting a museum, a person can be
surrounded by a multitude of 10T solutions/products. The navigation system of his/her
smartphone guides the person to the museum, an RFID/NFC card enables the contact-less
payment, proximity sensors enrich the user experience by providing contextual informa-
tion for the various exposed items, while a smart security system constantly monitors
visitors for any kind of suspicious behaviour. Although its ability to fade into ambient
objects somehow disguises the omnipresence of IoT, when looking at the 75 billion con-
nected devices expected by (Statista, 2015) by the year 2025, the prevalence of IoT is
made clear.

Although presenting interesting, convenient solutions for citizens and organisations,
this rapid IoT growth is challenging pre existing infrastructures and regulations. From the
extra network load generated by the communication of billions of devices, to the strict
data privacy regulations, difficult to met in a resource constrained environment, [oT still
needs to overcome many obstacles to continue its evolution. In (Kranenburg and Bassi,

2012) the authors compiled a list of the challenges faced by IoT, from which we highlight:

e Energy management - Emerging as a major technological challenge, research should
be conducted on energy harvesting solutions, as well as minimising the used energy

during operation;

e Scalability - With the increasing number of active connected devices, [oT can vastly

outnumber the magnitude of the current Internet, therefore raising concerns regard-
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ing the scalability of the standard hierarchical cloud computing paradigm for the

Internet of Things;

e Security and Privacy - Given the low availability of resources, most of the times,
advanced security techniques are not implemented by IoT devices. An approach
where the computing architecture serves as the basis for the security and privacy is

suggested by the authors;

e Communication - Communication is still one of the main technological challenges
facing [oT. The lack of a silver bullet on a trade-off between coverage, data rate

and energy consumption is still impacting communication dependent solutions.

Although disjoint from one another, the computing paradigm emerges as the common
ground between the four challenges. Therefore, a disruptive change in the computing
paradigm could potentially contribute to surpass all the above mentioned problems faced
by IoT systems.

With most of the energy usage occurring on short bursts during communication (Gomes
et al., 2020), an architecture where the device locally processes the collected data can re-
duce the time (and consequently, the energy) spent on communication. The scalability
concerns raised by billions of connected devices, can also be mitigated by relaxing the
end-to-end concept of relay all the complexity to the cloud layer (Kranenburg and Bassi,
2012), leveraging on local or nearby resources to process data where it is collected. With
most of the security / privacy concerns relating to data transmission and data storage, the
on-site data processing bypasses the need for complex security techniques, as well as the
single point of failure presented by the communication link.

The need for offloading processing from the cloud has lead to the emergence of alter-
native computing paradigms, focusing on load balancing IoT systems towards the edge of
the network. A comparison between cloud, fog and edge computing is laid out in chapter
2, resulting in the adoption of an edge computing paradigm to be applied in two distinct

application scenarios:

A waste management system consisting on a public network of smart cooking oil
collection units, aiming to locally classify the trustworthiness of each oil disposal.
The collection unit should maintain its capabilities even if installed on remote areas

with weak or no network coverage.

A smart crosswalk platform appears as a second application scenario. In this sys-
tem, an end node should notify approaching vehicles that a pedestrian is crossing, or
about to cross, the street. The detection should rely on computer vision capabilities,

while ensuring data privacy and a low network load.



Considering the similarities between the two application scenarios, as well as the pos-
sibility to scale the same solutions to future projects, a generic, edge computing enabled,
network architecture is specified. By leveraging on the built-in privacy and scalability,
brought by the adoption of the architecture presented at 3.1, the focus could move to-
wards the application logic.

The high complexity in manually modelling a solution for both the predictive analysis
of oil disposals and the object (human) detection required by the second application sce-
nario, justify for the use of artificial intelligence techniques in both contexts. Although
from a layered network architecture stand point, artificial intelligence algorithms have
always tended to be executed in the cloud (Zhou et al., 2019), a new branch of edge com-
puting is starting to explore the possibilities of bringing artificial intelligence capabilities
to resource constrained devices - edge Al / Edge Intelligence. Adopting a level 3 on the
edge intelligence chart specified in (Zhou et al., 2019), both application scenarios should
rely on cloud trained models to support their local classification/detection, therefore com-
bining the inherited benefits of an edge computing paradigm, with the simplicity of a

centralised cloud training.

1.1 Restrictions

Even considering the high applicability of computing paradigms across a wide variety
of applications, this dissertation keeps the computing paradigm discussion always in the
IoT scope. Besides this assumption, every aspect described during the following chapters

assumes four pre-established project restrictions:

e Energy availability: every edge device must be battery powered, with a emphasis
being put into reducing its energy footprint to a minimum. When, and if, possible
energy harvesting solutions should be applied in order to achieve a self sustainable

energy source.

e Unitary cost: since the solution must scale to other different scenarios, the unitary
cost will always be considered when choosing between approaches and technolo-

gies.

e Data security: sensitive data should always be protected when stored, transferred
or processed, in agreement with the European data protection rules (Consulting,
2020).

e Network connection: some edge units may be installed in remote areas where a

scenario with no network coverage must be considered.



1.2 Contributions

Being a totally new concept for the Internet of Things, edge intelligence is still under
strong conceptual discussion. Given the incipient development state on this computing
approach, few representative solutions showcase concrete implementations of an edge
intelligence paradigm. Thus, with the goal of taking a part on this movement of more
complex computation tasks to the lower layers of the network an, edge Al focused, net-
work architecture is presented. Following a top-down approach to the architecture speci-
fication, every network layer and communication channel are carefully bounded and de-
scribed with two application scenarios evaluating the merits of the specified architecture.
Annotated datasets will be left publicly available, which, in conjunction with the UML
documentation presented in each of the application scenarios, should ease the replication
of the works proposed in this dissertation. Therefore, three main contributions can be

distinguished:

e Specification of a complete network architecture to cope with the requirements of

edge intelligence applications
e Implementation of two distinct application implementing an edge Al paradigm

e Elaboration of a public crosswalk dataset, containing more than 200 labelled pedes-

trian images

1.3 Document Structure

This document is subdivided in six different chapters: Introduction, State of the art, Archi-
tecture specification, Application Scenarios, System evaluation and, at last, Conclusions
and future work. The first chapter lays out the dissertation subject, along with the main
motivations for developing this work and the description of the problem to be solved. The
following chapter carries out an analysis of the related work on edge computing applied
to the Edge Artificial Intelligence scenario. Chapter three focus on the specification of a
generic edge computing architecture to cope with the strict requirements of edge Al appli-
cations. A theoretical and practical approach of two application scenarios is presented on
the fourth and fifth chapters. Also, in chapter five, the system implementation culminates
on its evaluation. The sixth and last chapter concludes this dissertation, leaving opened

the possibilities for further developments on the edge intelligence subject.



Chapter 2

State of the art on edge intelligence

2.1 Cloud, Fog and Edge computing - A comprehensive

overview

With its roots on nearly sixty years of history (Verma and Katti, 2014) and being defined
by the US National Institute of Standards & Technology (Mell and Grance, 2011) as:

A model for enabling ubiquitous, convenient, on-demand network access to
a shared pool of configurable computing resources (e.g., networks, servers,
storage, applications, and services) that can be rapidly provisioned and re-

leased with minimal management effort or service provider interaction.

Cloud computing, driven by the exponential popularity growth brought by services
like AWS or Google, in early 2000’s, as become a standard on where to store and process
data. Given its working principles, cloud computing appears as a democratised service,
closing the technological gap between large and small organisations (Shaw and Singh,
2014). Besides cost reduction and greater simplicity (from the client stand-point), also
scalability, reliability and efficiency are some of the other known benefits (Shaw and
Singh, 2014). But, while cloud computing still presents the best solution for many ap-
plications, recent technological trends are leading the way for the appearance of new
computing paradigms.

In 2015, Cisco introduced the concept of fog computing, as an extension to the classic
cloud computing. Aiming to surpass the problems of latency and bandwidth aroused with
the growing needs of IoT systems, the fog specifies an area close to the data sources, in
which an heterogeneous network of devices is left in charge of locally produce and act on
field generated data (Cisco, 2015). By carrying out an in-depth analysis on fog computing
applied to the Internet of Things, (Bellavista et al., 2019) gathers the list of requirements

that fog computing must fulfil. With inspiration in IoT applications with strict demands,



not easily achieved by the standard cloud computing paradigm, the authors suggest fog as

the solution for a series of requirements, from which we highlight:

e Scalability, by being able to manage highly distributed systems with an ever grow-
ing number of devices and data generated;

e Real-time responsiveness, obtained by moving processing closer to the edge (less

network hops);

e Data quality, by performing operations like data filtering, data aggregation and data

normalisation, thus ensuring that only "good data" reaches the cloud;

e Location awareness, by being able to identify the location of deployment and act

accordingly to the surrounding environment.

As fog computing started to gain traction in the research community, a new paradigm
began to take form in an layered computing architecture - Edge computing (applied to
the Internet of Things). Inheriting the 20 year old, original key principals proposed by
(Akamai, 2020), edge computing has recently found in the [oT world a relevant position,
with (Shi and Dustdar, 2016) defining it as:

The enabling technologies that allow computation to be performed at the net-
work edge so that computing happens near data sources. (...) In edge com-
puting, the end device not only consumes data but also produces data. And
at the network edge, devices not only request services and information from
the cloud but also handle computing tasks—including processing, storage,

caching, and load balancing.

Therefore, by taking on the premise of bringing data processing closer to the field,
edge computing, applied to the Internet of Things, can not only inherit the above mention
fog benefits, but also conduct them to an even higher level, by the cost of a more complex
network edge.

To sum up, table 2.1 presents a qualitative comparison between the three computa-
tional paradigms based on the the study presented at (Al-Qamash et al., 2018).

Worth noting that, while exclusively comparing the same non-functional requirements
as the ones displayed at (Al-Qamash et al., 2018), other less tangible features need to be
considered. For instance, given its highly distributed nature, the edge might not always
present the best/easiest layer to deploy business logic. Thus, instead of searching for an
absolute answer on the best approach, the focus is shifted to find the one(s) that better suit

a specific scenario.



Table 2.1: Non functional comparison on Cloud vs Fog vs Edge computing (Al-Qamash
et al., 2018)

Criteria Cloud Computing | Fog Computing | Edge Computing
Scalability + + +
Interoperability +- + ++
Mobility - + ++
Heterogeneity - + ++
Geog. Distribution - + ++
Location Awareness - + ++
Performance +- + ++
QoS Management +- + ++

2.2 [Edge Intelligence

In 2019, Gartner, Inc (Gartner, 2019) unveiled their predictions for the technology re-
search trends that could change the technological market in a near future. One of the
main selected trends was the move of artificial intelligence to the network’s edge in the
next two to five years.

The recent interest in edge intelligence made for the development of relevant solutions
for AI processing at the edge. However "the edge" does not define an homogeneous
environment and/or device but rather an area close to the data sources (Jie Cao, 2018).
Thus, most of the already known solutions do not cope with the strict power requirements
of a scenario, in which the data processing occurs right where its collected - On-device
Intelligence.

To simplify the scientific review, this section is divided in two distinct subsections:

e The first subsection (2.3) focus on state-of-the-art developments on edge computing

applied to the edge Al scenario.

e The second subsection (2.4) takes on the analysis of the related work regarding

concrete implementations of edge Al based systems.

2.3 Edge Computing applied to Edge Al

With the motto of taking demanding computing tasks, usually performed at the cloud,

to the leaves of the network, edge intelligence emerged as a way to process data at the
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edge, relying on artificial intelligence algorithms (Plastiras et al., 2018). In (Zhou et al.,
2019) a conceptual overview of edge Al is performed. In a standardisation effort, an
edge intelligence classification chart is laid out, focusing on distinguishing between the

different levels of load balancing the train and inference tasks 2.1.

Level &
Al on-device

Reduced amount ‘
or shorten path of
data offloading

_ |
> Training
on the cloud
Level 1
Cloud-edge co-inference J

Cloud Intelligence
Training and inference on the cloud

Figure 2.1: edge Al rating. As presented in (Zhou et al., 2019)

In (Calo et al., 2017) the authors described an architecture aiming to solve the prob-
lems of network latency, data volume and load balancing. In this approach, as opposed
to the standard cloud computing architecture, the complex task of classifying or detecting
objects on a captured frame is accomplished by the edge device. The authors highlight
examples mainly applied to drone operation, where a drone searches for people to rescue
on natural disasters, or for specific weeds on which to spray a weed-killer in a smart agri-
culture context, but no concrete implementation of any of the above mentioned solutions
was evaluated.

Combining the concepts of Internet of Things, with the movement of artificial intelli-
gence to the leaves of the network brought researchers to established a new branch on IoT
systems - Artificial Intelligence of Things (AloT). (Loh, 2020) sets the scene on the future
of IoT, while exploring the applications and challenges associated with running artificial
intelligence tasks on power constrained devices. Also from an hardware design point of
view, an analysis on the trade-off between power efficiency and programming flexibility
for different types of processors is laid out.

An in-depth analysis on the convergence of edge computing and deep learning is pre-
sented in (Wang et al., 2020). Due to the same heterogeneity referred in (Jie Cao, 2018),

the blurred boundaries of edge computing justify for a differentiation between on-device



intelligence and edge intelligence. A comparison chart is presented (figure 2.2), rating
on-device, edge and cloud intelligence by six parameters: privacy; latency; diversity;

scalability; on-device cost and reliability.

. |

On-device | Privacy Latency
Intelligence

-

Edge :

Intelligence:

m 8 —
Cloud | Diversity Scalability
Intelligence |

al i

Better | On-device
—_— | cost Rellablllty

Figure 2.2: On-device vs Edge vs Cloud comparison. As presented in (Wang et al., 2020)

2.4 Related Work on Edge Intelligence

A real time human detector is presented in (Nikouei et al., 2018). The authors explored
some lightweight deep neural network models evaluating their results on a raspberry pi
3 platform. Thus, although the image classification is performed totally at the edge, the
all-purpose nature of the chosen microprocessor leads to a sub-optimal solution on what
regards to power consumption and unitary cost. Also regarding the application of edge Al
techniques to surveillance cameras, (Jinguji et al., 2019) suggests an efficient implemen-
tation of real-time object detection at the edge. Taking form basis the use of lightweight,
CNN based, object detectors, the authors focused on two main ideas: run on FPGA for
better performance; split each image into sub-images preventing the detector to discard
small objects during image re-sizing for CNN input.

In (Chang et al., 2019) an AIoT solution is proposed. Aiming to mitigate the problem
of incorrect use of medication in an ageing world population, the authors present a com-
plete array of systems components (ST-Med-Box) from which our main interest goes to
the intelligent medicine recognition device. The on-site object (drug) recognition is GPU
processed by an NVIDIA Jetson TX2, splitting the detection into two main tasks: 1) a
bounding box is placed around each pill after a Fast R-CNN detection, 2) each pill is then
identified by an inception V3 model.



The strict latency requirements imposed by an ECG monitoring system led the authors
of (Lin et al., 2019) to present an AlIoT solution for real-time analysis of the signal sent
by am ECG patch device. Although an efficient implementation (including a solar energy
harvesting module) of a wireless ECG patch is introduced, the need to transmit the col-
lected data to a nearby smartphone for classification purposes, makes for a sub-optimal
latency value (around 500ms). On a positive note, besides the clever energy management
also the mentioned ongoing trials at the National Cheng Kung University Hospital suggest
a near production-ready state on the system development.

Table 2.2 lays out a qualitative comparison analysis between the related work de-
scribed in section 2.4. Three distinct parameters were considered. First, energy efficiency
relates to the possibility of battery power the edge device in an uninterrupted work sce-
nario. Secondly, overall capabilities focus on the features presented by the system, as well
as its sensing techniques and subsequent accuracy. At last, scalability relates to the pos-
sibility of extending the solution to other applications. Here, price, hardware availability

and overall response to more demanding scenarios are all classified.

Table 2.2: Comparison of related work on edge Al

Project Energy efficiency | Overall Capabilities | Scalability
(Nikouei et al., 2018) +- + +-
(Jinguji et al., 2019) +- ++ +-
(Chang et al., 2019) - ++ +-
(Lin et al., 2019) + +- +

To conclude, either cloud, fog or edge are nowadays well known and carefully spec-
ified computing paradigms, but, while cloud computing already counts with a multitude
of tangible projects showcasing its capabilities, edge computing, and even fog to a certain
level, are yet to be fully proven. Being edge Al a new branch of edge computing, its re-
lated work is still in an incipient state, with a scarce number of projects evaluating edge

intelligence enabled solutions.
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Chapter 3

Edge Intelligence Architecture for Smart

Spaces

A flying drone that performs real-time human detection in natural disasters, a surveillance
camera for traffic monitoring that ensures agreement with the most strict data protection
rules or a computer vision based crop monitoring solution for quantifying the ripening
state of a fruit/vegetable, present some instances of applications were a standard cloud
computing paradigm would lead to over-complex solutions to deal with the problems of
latency, privacy and scalability. Therefore, embracing the challenge of moving logic and
processing closer to the data sources, this chapter takes on the specification of a computing
architecture, specifically targeting the branch of edge computing that is pushing artificial

intelligent operations towards the borders of the network - edge Al

3.1 Architecture

After decades of evolution and adaptation to a wide variety of scenarios, cloud computing
has shaped the connected world we live in (Shaw and Singh, 2014), presenting applica-
tions with a convenient, on-demand access to a shared pool of resources, while guarantee-
ing minimal management effort (Verma and Katti, 2014). Although not always considered
when comparing computing paradigms (Table 2.1), this simplicity in accessing a virtually
centralised pool of resources becomes especially relevant on artificial intelligence enabled
applications, where a boundary is placed between the training and classification/detection
(inference) tasks. As an example, while an edge intelligence paradigm supposes an in-
ference performed at the edge of the network, the training task can still benefit from the
client side simplicity brought by a cloud computing paradigm. Just like cloud comput-
ing, according to (Al-Qamash et al., 2018), fog computing has also seen its main benefits
overshadowed by the movement of data processing towards the edge. While not directly

contributing on either the training or inference, an additional fog layer could potentially
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take advantage of its privileged position (between cloud and edge layers) to route infor-
mation between its adjacent layers.

As an extension to the edge intelligence rating proposed by (Zhou et al., 2019) (Figure
2.1), table 3.1 displays the different training, inference and data migration approaches for

an edge intelligent application.

Table 3.1: Edge Al rating

Rating Train | Inference | Model Migration

(1) Basic Cloud-Edge Cloud Edge N/A
(2) Convergent Cloud-Edge Cloud Edge Standard routing

(3) Convergent Cloud-Fog-Edge | Cloud Edge Fog routing 3.1

(4) All Edge Edge Edge N/A

A simple, yet not scalable solution for an edge Al enabled system stands on statically
cloud train a model, deploying it to the edge in conjunction with the end-node. Since this
rating does not allow for future model improvements it does not comply with the require-
ments of a generic edge computing architecture. In order to tackle this issue, a convergent
Cloud-Edge approach should support the movement of the trained model from the cloud
to the edge via standard network routing (Figure 3.1a). Extending the same principles, a
convergent cloud-fog-edge rated solution should also rely on a cloud trained model, but
instead of forward it to the edge device in an end-to-end logic, a fog device can act as a
relay agent, serving its nearby edge nodes with update models. By implementing an ap-
plication layer model routing, a fog device can operate over the exchanged data, therefore
contributing to a more customizable approach (Figure 3.1b). On an extreme edge intel-
ligence scenario, both the train and classification must occur at the edge, not benefiting
from any of the cloud/fog capabilities. Given the high specificity of such solution, its
adoption in a generic edge architecture gets compromised.

Therefore, aiming to explore the disruptive capabilities brought by an edge comput-
ing/edge intelligence paradigm, while still counting on the well known cloud benefits, a
convergent cloud-fog-edge architecture was specified - Edge Intelligence Architecture for
Smart Spaces (EIASS). Figure 3.2 displays an high level view of the three computing lay-
ers, as well as the connections between them. From the edge layer point of view, EIASS

specifies two communication channels:

Fog Channel - An high bandwidth, low latency, full-duplex channel, aimed at sen-
sitive data exchange and network demanding tasks. In order to assure the effec-

tiveness of the architecture on a wide variety of scenarios, this layer might appear
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either as a fixed or mobile asset (vehicular fog), enabling a convergent edge classifi-
cation by receiving updated machine learning models, via downlink channel, while

feeding the cloud training script with new, field collected, data.

No concrete device nor communication protocol are specified for this layer/channel,
although a microprocessor (Raspberry Pi Zero) implementing WiFi communication
was the chosen device for the EIASS evaluation. Worth noting that, while useful
in most edge computing/edge intelligence scenarios, EIASS does not pose the fog

layer as a requirement.

Cloud Channel - A low bandwidth, low power, long range, one way channel, focus-
ing on simple telemetry exchange. The constrained communication environment,
along with the typically high energy usage during data exchange, justify the effort to
reduce the messages flowing from the edge to the cloud. Looking at the cloud layer
as a service rather than a concrete device, EIASS sees the cloud as a generic pool of
resources capable of efficiently perform computing demanding tasks, coping with

the definition proposed in (Verma and Katti, 2014).

Relying on its on-site computing capabilities, the edge device should be able to main-
tain a full working state, unaffected by the variable link quality of any of the above men-
tioned channels, even in scenarios with weak to no network coverage. Although in its first
stages in the IoT realm, this concept of dealing with partial intermittent resources is not
entirely new for distributed systems (Dini et al., 2004), with a great example being pre-
sented by CODA (Satyanarayanan et al., 1990), a distributed file system with a focus on
implementing a resilient solution to network and server failures. Similarly to the discon-
nected operation proposed in CODA, figure 3.3 displays an example message exchange
between the different network layers, showcasing an edge classification based on an, on-
device stored, trained model. By design, the edge device should rely on the latest known
model for each classification, while opportunistically retrieving updated versions from
the cloud (relayed by the fog layer). Also align with the concept of partial intermittent
resources, this disconnected operation should happen without any noticeable difference

form the end-user stand point (Satyanarayanan et al., 1990).

3.2 Edge AI - Key Benefits

Being a result of the fusion between the paradigms of edge computing and cloud intel-
ligence, most of the key benefits presented by an edge intelligence approach are directly
inherited from its roots (Zhou et al., 2019).
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Network Offloading

Every wireless communication technology must share the radio frequency spectrum. There-
fore, strict boundaries are defined for each protocol limiting its available bandwidth. As
a shared medium, even with the advanced multiplexing techniques, the quality of service
cannot be guaranteed, when relying on a best-effort approach and the number of active
users exceeds the physical limits of the network.

Given its nature, IoT systems are already challenging the existing network technolo-
gies with an ever growing number of active devices. With more than 75 million connected
devices expected by the year 2025 (Alam, 2018), the load over network infrastructures
might scale faster than the networks themselves. This problem might even be made worse
with the increasing complexity of 10T systems. In (Lin et al., 2019), autonomous driv-
ing and Al based video surveillance are presented as two applications requiring network
offloading techniques - namely, Edge computing - given their capability of generating
thousands of GB of data on a single day.

Therefore, edge computing, and specifically edge Al, appears as a way to tackle this
issue, not by reducing the total number of active devices, but rather by shrinking ex-

changed messages and increasing (or bypassing) the required communication intervals.
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Data Privacy

Low computational resources and strict power constraints have been negatively influenc-
ing the security levels implemented by the vast majority of [oT systems (Kranenburg and
Bassi, 2012). This problematic, combined with the recent released European data pro-
tection rules, is nowadays affecting [oT applications where personal data can be (directly
or indirectly) collected. For instance, on applications relying on computer vision capa-
bilities, there’s a strong chance of person capture and consequent recognition. Therefore,
each one of the input image samples falls on the definition of personal data proposed in
the European General Data Protection Regulation (GDPR) (Consulting, 2020).

‘personal data’ means any information relating to an identified or identifiable
natural person (‘data subject’); an identifiable natural person is one who can
be identified, directly or indirectly, in particular by reference to an identifier
such as a name, an identification number, location data, an online identifier or
to one or more factors specific to the physical, physiological, genetic, mental,

economic, cultural or social identity of that natural person;
As it states in article 5, paragraph 1 f of the European GDPR (Consulting, 2020):

Personal data shall be processed in a manner that ensures appropriate security
of the personal data, including protection against unauthorised or unlawful
processing and against accidental loss, destruction or damage, using appro-

priate technical or organisational measures (‘integrity and confidentiality’).

Even with the standard cloud computing approach coping with most of the personal
data processing principles, the typical collect and transmit pattern could raise privacy
concerns regarding the security level of the data transmission. This problematic is made
even worse in an [oT environment, where most of the long range, low power, wireless
networks, do not always implement the state of the art in what regards to communication
security (Coman et al., 2019).

Therefore, bypassing the need for sensitive data storage and/or transmission, an edge

computing approach cuts the Gordian knot for the security and privacy subjects.

Response Times

“A system that must satisfy explicit (bounded) response-time constraints or risk severe
consequences, including failure” is the definition proposed in (Laplante, 1992) for a real-
time system. Figure 3.4 lays out the topological differences between a standard cloud
computing approach (top) and the same system powered by an EIASS end-node (bottom).

By implementing remote data processing, prior to any actuation, data must be sent from
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the end node and routed through an unpredictable number of network hops. In contrast,
an edge computing approach allows for data processing right where it is collected, with

only the edge available processing power influencing the response times.
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Figure 3.4: From sensing to actuation. Cloud computing (top) versus EIASS (bottom)

In order to systematically compute the cost of local versus remote computing for a
given task, (Lin et al., 2019) suggests an approach where the time for local computation
(Tlocal) is compared to the total time for computation offloading (TcompOffloading),

with an edge computing approach being beneficial when:

Tlocal < Tcomm+ Tremote <=> Tlocal < TcompOf floading

Worth noting that the communication time (Tcomm) should comprehend both the
round-trip time and the time required for the communication establishment (highly de-

pendent on the chosen communication technology).

Scalability

As well as the network constraints referred in 3.2, also the available computational re-
sources in a cloud computing environment, will struggle to keep up with the ever-growing
demands of modern IoT systems (Kranenburg and Bassi, 2012).

Even with an unlimited, unbounded transmission medium, the costs and complexity
of building datacenters capable of processing an estimated 180PB of, [oT generated, data
per year (Shi et al., 2016), would make for an unrealistic solution. Therefore, in (Shi et al.,

2016) edge computing is proposed as a way to tackle these issues, bringing the processing
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closer to the field, hence mitigating the IoT impact over pre-existing infrastructures.

As an example of the relevance of edge computing in an loT-based society, some of the
biggest cloud computing providers are already working on frameworks to offload com-
puting demanding tasks. AWS IoT Greengrass (AWS, 2020) or Azure IoT edge (Azure,

2020) are some examples of this shift to edge computing.

Service availability

With the heterogeneity in the deployment environments raising one of the most common
IoT systems concern — network coverage (Kranenburg and Bassi, 2012), the capability
to locally process data allows for a resilient system, less prone to fail under network
connection losses.

Without conflicting with the connected nature of 10T, EIASS specifies both fog and
cloud channels as a delay tolerant communication environment, with the edge layer rely-
ing on its local knowledge to transparently maintain its working state. Similar to caching
techniques commonly used in portable workstations (Satyanarayanan et al., 1990), the
end-node performs accordingly to the knowledge acquired in its last successful commu-
nication, while waiting for the next connected operation to update its working parameters.
Therefore, powering the future with knowledge from the past, edge computing is able to
merge the distributed systems concept of partial intermittent resources into the also dis-
tributed Internet of Things, culminating into a disruptive approach where, the end-nodes
are not just designed to communicate, but also to "decide", exchanging data only in an

opportunistic manner.

Unitary Cost

Even considering the subjectivity of a "low-cost" rating, two distinct approaches might
be directly compared, price-wise, to one another. In (Wang et al., 2020) an on-device
intelligence receives a poor rating, justified by the increased complexity of such device.
However, this rating focus mainly on the purchase price of the end-node and less on the
running costs, which might not lead to a fair comparison. Moreover, the total cost of
deployment not always equals the device cost, since other network components might be
required (i.e. gateways) (Mekki et al., 2018).

In fact, most of the times the extra initial cost added by an intelligent edge device can
rapidly be mitigated, if taken into consideration the network offloading capabilities of an
edge Al approach, whenever the network appears as a paid service (usually more data
transferred leads to higher running costs) or as a custom build solution, where the price

would also go along with the network capabilities.
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Power efficiency

The concept of bringing connectivity and computing capabilities to daily-life objects has,
from its origins, raised many technical challenges, with energy efficiency being one the
most demanding technological requirements for a successful IoT system (Kranenburg and
Bassi, 2012). Aiming at mitigating the energy scarcity effects on a battery powered end
node, cleaver hardware and software techniques are already implemented by many IoT
systems. For instance, given the, usually high, energy consumption required during com-
munication, power constrained applications tend to implement low power communication
technologies (Perles et al., 2018) or keep a focus on reducing the time required for data
exchange events (Gomes et al., 2020).

By enabling end nodes to locally store and efficiently process data, an edge comput-
ing/edge intelligence approach can significantly contribute for a reduction on the energy

requirements, while also allowing for a simpler (smaller) energy harvesting solution.

By leveraging its operations on the locally available resources, an edge intelligence
paradigm is able to bypass a multitude of problems typically faced by IoT systems. There-
fore, by taking on the specified network architecture (EIASS), as well as its main benefits

in an [oT scope, the focus could move to the definition of the application scenarios.
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Chapter 4
Application Scenarios

As an emerging technology, edge intelligence is nowadays under strong conceptual dis-
cussion. While slowly leading to the desired convergence on the specification of def-
initions, patterns and boundaries, this theoretical oriented effort is yet to culminate on
real-life applications, with only a few systems evaluating true edge Al solutions (2.4).
Therefore, aiming to prove the key benefits of the edge intelligence approach presented

in section 3.2, two distinct application scenarios where specified:

e Smart cooking oil collection unit - An [oT enabled, public oil disposal bin, capable

of locally estimate the chances of a trustful disposal.

e Smart crosswalk - A computer vision based system capable of real time spot pedes-

trians at or near crosswalks.

4.1 Smart Cooking oil Collection Unit

It is estimated that only around 1.9% of all the used cooking oil is forwarded to recy-
cling, while the remaining 98.1% are left untreated (Botelho et al., 2018). Given that a
single litter of cooking oil can pollute up to a million litters of water (Singh et al., 2017)
and knowing its virtues as an renewable energy source (Arslan and Ulusoy, 2016), an
effort should be put into sensitise citizens for the harmful consequences of incorrect oil
disposals.

While most of the used oil collection still relies on standard waste bins spread across
a given region, some interesting, [oT enabled, solutions are already making use of sensors
and microcontrollers for a collection side improved efficiency. As an example, Hardlevel
(Hardlevel, 2020), a Portuguese company in the area of renewable energy sources, is
already operating under efficient and environmentally friendly oil collection procedures,
relying on a filling level monitoring network to optimise collection routes and understand

the disposal habits of a given population.
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Although from a logistics stand point, an efficient oil collection task is already reach-
able, the same cannot be said for the key point of a good cooking oil collection network
- user engagement. In fact, the ultimate goal of increasing the amount of used oil that
goes towards recycling can only be achieved with a greater number of active users willing
to be a part of the recycling process. With the user engagement driving the systems out-
come, and considering the already known human response to games serving as motivators
(Zichermann and Cunningham, 2011), only one last technical demanding task would be
required - disposal classification, ensuring that a positive game feedback is only given to a
user after a trustworthy disposal. An on site, lab equivalent, automated oil analysis would
probably exceed the complexity levels wanted in a public waste bin, resulting in an over-
priced and oversensitive final product. Thus, instead of directly measuring oil properties,
the soft classification was performed based on the meta-data acquired upon each deposit,
as well as by crossing the density (p) obtained by the ratio of mass (m) over volume (v)
with the expected cooking oil density of 0.92g/cm? (Factbook, 2020).

m
P=7

In order for the above mentioned ratio to be applied, only standardised oil bottles are
accepted by the smart bin. The oil weight is easily attainable by subtracting the known
weight of a standardised bottle from the sensed value, while a volume estimation is pro-
vided by a, computer vision based, solution (Canny Edge Detector) enabling the detection
of discontinuities in a vertical transparent line present on the bottle.

Focusing on the simplification of the authentication task, the standardised bottles are
shipped to the user’s address upon registration, with an embedded passive RFID tag car-
rying relevant user and bottle information (e.g. userID, bottleID) Therefore, also the user
engagement can benefit from the use of standardised bottles, since no extra step is required

prior to an authenticated oil disposal.

Disposal enables User Engagement enables More Active enables Greater Recycling

Classification Technigues Users Ratio

Figure 4.1: User engagement chain

Therefore, by completing the user engagement chain presented in figure 4.1, a solution
for domestic cooking oil collection was specified. The collection task occurs on a coun-
try level scale with thousands of collection units available to the citizens. The solution
described should monitor the trustworthiness of each deposit responding with real time
feedback to the citizen. Aligned with the architecture figure 3.2 the system should work as

specified even if no network coverage is available relying on its edge computing/edge Al
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capabilities to ensure service availability to the end user.

4.1.1 Smart Oil Collection Unit Architecture

With a basis on EIASS, the architecture to support the smart cooking oil collection unit is
presented at figure 4.2. In this specific scenario, the fog layer is represented by vehicular
network, consisting on moving application layer gateways (collection trucks), capable of

store, process and transport data.

i¥e) e i¥e) ite)
- Filling level
@ Q - OTA updates @ - Blatl::‘egryeve
Q - Disposal summary - Nen sensitive daily

summary

Figure 4.2: EIASS extension for the smart cooking oil collection

Service availability

Specifying a single solution to be fitted in a multitude of scenarios, from rural popula-
tions, to city centres, raises questions regarding network coverage. For instance, while
city installed collection units might rely on cloud services in order to keep its full capa-
bilities, some countryside installed units cannot depend on an unreliable, and sometimes
nonexistent, network services. Thus, by decentralising the main system components from
the cloud to the end nodes, an edge computing approach enables the system to bypass the
single point of failure represented by the network link.

Figures 4.4 and 4.3 represent, the main architectural difference between a standard

smart collection unit 4.4 and an edge intelligence enabled one 4.3. By eliminating the
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need for a remote disposal classification, an edge intelligence approach allows for a user
feedback to be generated upon each deposit, even in a no network scenario. On the other
hand, a cloud running classifier eases the job of continuously improve the classifier out-
put, by being able to train and adapt over centralised data. Consequently, in order to bring
the above mentioned advantage to an edge Al approach, a vehicular fog layer, here repre-
sented by the oil collection trucks was included. Since these trucks travel frequently from
warehouses to the collection points, they open a channel for a delayed tolerant over-the-air

update distribution.

Disposal Vehicular
bin Fog

)il Disposa

classification
store result
Response

)il Disposa
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Ack
classification Ask for updates

] store result Updates

Update Request
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R Ack ---------o -

Figure 4.3: Sequence chart of an edge intelligence cooking oil bin
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Figure 4.4: Sequence chart of a cloud intelligence cooking oil bin
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Response times

Also aligned with the focus on a better user experience, the system response times from
the final user perspective could dictate the difference between a failure or a success in
whats regards to user engagement.

(Mekki et al., 2019) carries out an analysis on different long range, low power net-
works. More specifically, along with the already low data rates expected from these tech-
nologies, the authors highlight the antagonistic ideas of low power and low latency. Thus,
having both energy efficiency and low response times as two of the primary goals of the
proposed system, the typical cloud computing approach presented in figure 4.4, would
struggle to meet the required energy and latency values for our oil collection unit.

By looking at one of the lowest latency WAN protocols (Mekki et al., 2018) in the IoT
realm - NbIoT - and the worst case scenario of 10s latency for an high priority exception
report (Matz et al., 2020), a time reference is set for further comparisons with an edge Al

approach.

Unitary cost

(Mekki et al., 2018) presents a cost comparison table between SigFox, Lora and NBIoT.
As stated in section 3.2, the overhead price of additional network infrastructures largely
exceeds the cost of an additional microcontroler aimed at more demanding computational
operations. Although not included in the above mentioned table, the choice for a pay-per-
use subscription plan could also highly benefit from an edge intelligence scenario, as up

and down-link messages are reduced in both size and quantity

Power efficiency

Although focusing on the benefits of a fog computing paradigm, the results obtained in
(Costa et al., 2020) (Figure 4.5) showcase the behaviour of a cellular based communica-
tion and its consequences on a battery powered device.

If, instead of an on-site disposal classification, a cloud intelligence approach were to
be considered, similar delay values as the ones presented in figure 4.5 would linearly relate
to the number of oil disposals. Therefore, an estimation on the energy efficiency gains can
be established by comparing the exact same system, with a conservative assumption of

ten disposal per day, and being the computing paradigm the only variable.

e Cloud intelligence
10 disposals = 10 (for classification) + 1 (daily summary) communications

11 x 6 = 66 seconds of daily activity
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Figure 4.5: Cellular connection delay

e Edge intelligence 10 disposals = 1 (daily summary) communication

1 x 6 = 6 seconds of daily activity

With a nearly 90% improved communication efficiency an edge Al approach could
significantly increase the battery life expectancy, while also allowing the energy demands
to be easily surpassed by the integration of solar panels or other energy harvesting solu-

tions.

4.1.2 System Setup

In order to materialise the mentioned benefits brought by the adoption of EIASS, a master-
slave architecture was chosen for the edge device. An ESP32 plays the role of master de-
vice, while a Sipeed Maix Bit (slave) was left in charge of the, computer vision based, oil
level sensing. Although the same results could probably be attainable with just the ESP32
with an external camera, the choice for an embedded deep neural network accelerator
ensures a future proof solution for oil classification. Completing the hardware array, a
50kg load cell, combined with an HX711 amplifier, was included, in order to estimate the
weight of the disposed bottle, with the fill level sensing being perfomed by a VL53L0X
ToF sensor.

GPRS was the chosen protocol for data communication, with a SIM8OOL being re-

sponsible for uploading the daily disposal summary.

4.1.3 Cloud Training

Implementing the convergent edge-fog-cloud rating proposed in EIASS, the training part
of the problem was performed by taking advantage of the convenient access of resources,

available in a cloud environment. While still lacking a reliable method for local oil clas-
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sification, a series of meta-data and indirect disposal properties (table 4.1) are used as

features for the classifier training and inference.

Table 4.1: Classifier Features

Feature Description
User ID Keep tracking of the user’s disposals history
Age User’s registered age
Household N° of users registered within the same family account
User Points Given by the n° of registered disposals
Zone Place of disposal
Distance Linear distance’s to the user’s registered address
Time Of Day Time of disposal
Weight Measured disposal weight
Volume Measured disposal volume

Considering the lack of structured data collected from real-life operation of the cur-
rently installed waste bins, a small synthetic dataset was created. 250 entries splited in into
train and test sets on an approximated 2/3 1/3 ratio emulate an expected user behaviour.
Nearly 10 % of the disposals were considered untrustworthy. In order to discover patterns
in oil disposals, feature engineering was applied to the synthetic dataset created with the
features mentioned at table 4.1. Both weight and volume columns are merged into a
synthetic feature - Sensor. This feature points at the evaluation of the sensor readings,

implementing the following logic:

Listing 4.1: Classification priorities

if sensor == False:

# invalid disposal
else

# classify disposal

Thus, an invalid sensor parameter directly translates into an untrustworthy disposal,
bypassing the need for classification, while allowing for a future-proof solution, able to
deal with improved oil sensing techniques.

Given the small dataset size, cross-validation was used during training for a better
prediction on how the model would perform when dealing with unseen data. Then the
trained classifier was compared against a test set of entries, with the results being shown

at section 5.1.
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4.1.4 Edge Deployment

The growing interest in bringing artificial intelligence to the edge is leading to the emer-
gence of frameworks like tensorflow lite for microcontrollers (TensorFlow, 2020) or mi-
cromlgen (EloquentArduino, 2020). Both frameworks are intended to deploy pre-trained
machine learning models to power constrained devices, therefore perfectly suiting an edge
intelligence scenario. For a proof-of-concept, micromlgen was chosen to port the trained
model to the ESP32 (4.6).

Cloud

gnb = GaussianNB()
score = cross_val_score(gnb, train_data, target,
hv:k_fold. n_jobs=1, scoring=scoring)
print(“Avg:", average(score))
gnb.f1it(train_data, target)
print(port(gnb})

(---)

class GaussianNB {

int predict(float *x) {

float votes[2] =

float theta

float sigma[1l

theta[@] 28

thetal2

thetal

thetal

theta[3

sigma[@] ; sigma[1]

Figure 4.6: Classifier port. From the Cloud to the Edge

Even considering that a built-in neural network accelerator is present at the slave de-
vice, in this specific scenario, two main reasons make for a more efficient classification

when performed on the master device.

e The hardware accelerator is aimed at efficiently feed-forward convolutional neu-
ral networks, being targeted at applications like image, video or audio, therefore
limiting its benefits in this specific context.

e The level of simplicity at which the classification occurs is totally aligned with the
capabilities of a low power microcrontoller, thus not justifying the extra energy

required to keep both master and slave active during classification.

Figure 4.7 displays the set of activities performed upon each oil disposal. A master
device is constantly listening (while sleeping) for a disposal event. Once a disposal is
detected, the master device proceeds to its classification, involving waking up the slave
device for the contact-less level sensing. The disposal iteration ends with the classification
result being returned to the user.
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Figure 4.7: Smart cooking oil collection unit activity
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4.1.5 Power Dimensioning

As mentioned in 4.1.1 by counting on local disposal classification, the smart cooking oil
collection unit bypasses the need for communication upon each disposal, contributing to
a simpler energy harvesting solution.

Two pre-established energy requirements were set:

1. Up to six months of continuous operation in the unlikely scenario of zero energy

collected.
2. Self sustainable energy source. No grid backup available.

In order to dimensioning the the energy harvesting solution, the device daily duty-

cycle was discretized into three different states:

e Sleep. Minimum current - 2x107°A

e Awake 1. Awake state triggered by an oil disposal - approximately 5 seconds at
0.08A

e Awake 2. Awake state triggered by the internal timer and aimed at GPRS commu-

nication - 30 seconds 1A (worst case scenario)

Considering a day with 10 disposals,

24h = 1440min = 86400s

30 86320
008+ — 514+ ——"%2%107° =4.135%x10 %A
86400 " ""° T 86200 "' T 86400 " *

current = 10 %

By implementing a duty cycle similar to the one presented at (Gomes et al., 2020), six

months of continuous operation would require a battery capacity (C) of around 1.8Ah:

C=Xt < C=4.135%10"%x (24 180) < C = 1.786Ah

Given the low energy requirements of this application scenario, the cost of developing
multiple power solutions by a function of solar irradiance, would probably exceed the
cost of a single design. For instance, if considered a monthly solar irradiance, equivalent
to 51 KWh/m2 (lowest irradiance registered during the course of a month in Porto, PT
(Cavaco et al., 2016)), a panel of just 1.6cm2 should be enough for a self sustainable

energy source:

S51KWh/m? = 51000W h/m? permonth
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Get average power over area, HM = number of Hours in a Month = 720

51000/HM = 70.833W /m?> = 7.083 x 10>W /cm?

Considering a 20% efficiency for the solar panel (PE) and a 80% efficiency for the
charging board (BE):

(7.083% 1072 %« PE « BE = 1.113 %« 107°W /cm?

Knowing the energy harvested at a square centimetre, and the approximated edge
required power DP of 4.2 %4.135% 10™* = 1.737 x 1073W, a panel size (PS) of around

1.561cm? should, in theory cope with our energy harvesting requirements.

1.113x10 3PS = 1.737% 103 < PS = 1.561cm?>

Vv 1.561 = 1.249¢m

4.2 Smart Crosswalk

Along with convenient solutions for our daily lives, the recent efforts in making cities
smarter should also keep a focus in safety oriented systems. In recent years we saw the
introduction of some approaches to pedestrian detection at (or near) crosswalks, leverag-
ing on the Internet of Things to increase the safety of both drivers and pedestrians. From a
sensing stand point, the typical systems for pedestrian detection at smart crosswalks still
rely on conventional movement detectors. PIR sensors, doppler radars or even IR beam
brake sensors are among the most used technologies for such task (of Transportation,
2013). While there are some strong reasons to continue to use the above mentioned sen-
sors (i.e. costs, simplicity, known working principles) (Zhang et al., 2015) they still work
under some strict assumptions that might not always be true. For instance, the human
sensing is usually done just on the entry point of the crosswalk with the system losing
track of the pedestrian during road crossing (Saad et al., 2020). This means that a person
entering the crosswalk in an unusual manner will probably not be detected. Worth also
noting that these sensors tend to implement movement detection techniques, instead of

object (human) detection. This behaviour might lead to two serious limitations:

e False positives - The unit starts signalling the presence of a person while the moving

object might just be an animal or simply a passing vehicle.

e False negatives - The unit fails to signal a standing still pedestrian, waiting for its

turn to cross the road. Or, in another scenario, the system does not activate with an
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"on road" falling pedestrian.

In order to summarise the state of the art on pedestrian detection, (Zhang et al., 2015)
carries out a comparison between multiple detection techniques, with computer vision
based systems displaying promising results when compared against traditional sensing
techniques (Radar, laser or IR based sensors). While interesting from a detection stand
point, the high computing and communication costs associated with a vision based de-
tection leave exposed some of the weaknesses of a cloud computing paradigm. With the
above mentioned in mind, a different approach was specified, taking from basis the ar-
chitecture presented in 3.2. This application scenario, not only requires edge intelligence
capabilities, but also the ability to perform computer vision operations at the edge. There-
fore, no image data is exchanged with any remote device, at a cost of a more complex
edge layer.

Conceptually, the main difference from the traditional IoT systems implementing ar-
tificial intelligent elements, lies on the load balancing between the different network lay-
ers. Instead of deploying end nodes as simple data collectors, an edge Al approach also
delegates them the inference task. In an high level view, four different steps can be dis-
tinguished:

e Dataset preparation. Typically object detection models tend to take from basis an

annotated dataset with bounding boxes identifying the target classes.

e Cloud training. A lightweight architecture, adequate for image processing, should
be selected.

e Model conversion. In order to ensure an high (performance : power consumption)
ratio, the edge device should implement, in hardware, most of the required func-
tions for local inference. Thus, prior to deploying the trained model it should be

converted according to the selected hardware.

e Local inference. The edge device starts the sensing and detection tasks. From this
point, the vision capabilities combined with the local inference create what can be

considered a sensor.

Figure 4.8 displays the pedestrian detection pipeline, from the the dataset collection

to the actual edge detection.

4.2.1 Smart Crosswalk Architecture

While adopting EIASS, a new variable is added to the fog layer. Instead of relying on a
single type of device for nearby fast data exchange, the smart crosswalk edge layer might

count on an heterogeneous fog layer consisting on a wide variety of street assets, from
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Figure 4.8: Smart crosswalk - Pedestrian detection pipeline

infra-structured light poles, to moving traffic on a vehicular network. From the edge layer
stand point, the smart crosswalk scenario takes advantage of a master-slave architecture
to cope with the specification of EIASS 4.10. A low power microcontroller (master) is
left in charge of implementing the defined communication guidelines, while an on-site
neural network accelerator enables an efficient pedestrian detection. Worth noting that
the pedestrian detection task is totally delegated to the crosswalk edge device, without de-
pending on the fog connection nor the slow, resource constrained, WAN communication.
Therefore, considering the nature of the captured data (images), and the required high
sampling rate, the edge intelligence, applied to the smart crosswalk problem, appears
(like described in the next sections) as the ultimate example of the network offloading,

data privacy and response times brought by an edge Al approach.

Network Offloading

Considering two systems with the same goal of, computer vision based, pedestrian detec-

tion:
1. Standard cloud computing approach.
2. Edge intelligence approach.

With both systems capturing RGB, 8bit depth, 224x224p 4.11, uncompressed images,

the major difference stands on the cloud (1) vs on site (2) detection. In the first scenario,
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the image is captured and real-time transmitted to a remote web server, with the end node

acting accordingly to the back response.

vee

RGB, 8bit depth

Figure 4.11: Captured image for pedestrian detection

224 %224 %3(8) = 1204224  bits per frame

If an image feed of five frames per second would to be considered, just the payload for
raw images transmission would required a bit-rate of more than 6 mbps (1204224 * 5).
By performing image compression at the edge, this value could be significantly reduced
(< Imbps), but power constraints and limited network resources would still impose a
problem for this approach.

On the other hand, the same system, implementing edge Al capabilities (2), could re-
duce the exchanged data to some (optional) sporadic telemetry communications. There-
fore, by locally performing pedestrian detection, an edge intelligent approach is able to

daily offload, from the network, dozens of GB for a single smart crosswalk.

Data Privacy

An edge intelligent, computer vision based, solution for pedestrian detection implies a
continuous sampling (image capturing) of the public area surrounding the smart cross-
walk. Thus, by tacking on the rules presented in section 3.2, the collected samples fall on
the definition of personal data, as the requirement of pedestrian detection cloud potentially
lead to person recognition.

If taken into consideration transmission, processing and storage as the tasks raising
most of the security/privacy concerns, the choice for a cloud computing paradigm would
require the implementation of complex encryption techniques for data transmission, as

well as an effort to guarantee no caching or storage on the cloud side. On the other

34



hand, by locally sensing the presence of a pedestrian, an edge approach bypasses the
problem, simply by not transmitting or storing any collected image, discarding it right
after detection.

Figure 4.12 displays a qualitative comparison regarding the complexity / security risks
on each layer for a cloud (upper diagram) vs edge (lower diagram) computing approach

in the smart crosswalk context.

Edge
Cloud

Controller

Controller

]
(e | B

| 7 %

Figure 4.12: Privacy risks on an cloud (top) vs edge computing (bottom) approach

Response Times

Few fractions of a second separate a sidewalk walking pedestrian from one about to cross
/ crossing the road. Therefore, from the moment a pedestrian is detected at the entrance
of a crosswalk, the system should immediately (<100ms) notify the flowing traffic.
These strict time intervals largely exceed the capabilities of the typical wide area net-
works (Mekki et al., 2019), making unfeasible an approach where the pedestrian detection
occurs remotely. Even implementing advanced optimisation techniques (like the ones pre-
sented in (Costa et al., 2020)), aimed at reducing the required time for communication,

the total round trip time still way above the defined 100ms maximum.
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As a comparison, the AloT board Sipeed Maix Bit announces an optimistic rate of 60
frames per second, which could translate into approximately 17 milliseconds sampling
interval. In section 5.2 an evaluation on this time is performed, in order to assure that is

copes with the pre-established requirements.

Scalability

On a hypothetical scenario where the network does not present a boundary for a cloud
intelligent approach to the smart crosswalk problem, the resources required from the cloud
would probably not scale well enough to power such an wide-spread system.

By not depending on a remote running detector, an edge intelligent crosswalk decen-
tralises the pedestrian detection bringing built-in scalability. This means that the number

of deployed crosswalks is independently related to required cloud resources.

4.2.2 System Setup

With the EIASS supporting the edge intelligence paradigm, the focus cloud move to the
specification of each of the systems components. For a proof of concept a sipeed maix bit,
with its full MicroPython development environment was chosen as the slave node, while
an ESP32 based board played the role of master device.

Figure 4.13 displays the edge device targeted at the smart crosswalk problem

As presented in figure 4.13, a serial communication is established between master
and slave devices. This communication channel enables an half duplex data exchange
between the two devices, given that an open serial communication is kept on both ends.
In parallel with the serial communication, an additional connection is settled between the
slave and master devices. As opposed to the above mentioned serial connection, instead of
data exchanges, this one serves the purpose of system optimisation, aiming to reduce the
overall power requirements, thus directly impacting the power dimesioning at 4.2.5. This
power optimisation enables the slave device to keep its uninterrupted sensing capabilities
while the remaining components (namely the master device) maintain a deep sleep state,
mutable every time a pedestrian is detected. With no need for an additional border router,
and with built-in TCP/IP stack, the SIMCOM module SIM80OL was left in charge of the
WAN communication. Worth noting that, as described in 3.2, this communication channel
is intended for some sporadic meta-data exchanges and therefore totally interchangeable
with most WAN networks.

Figure 4.14 displays activity flow maintained at the edge, from the moment the device
is powered. The slave device is responsible for constantly checking for the presence of
pedestrians crossing (or about to cross) the street, waking the master device every time
a pedestrian is detected. The master device then performs filtering upon the received

bounding boxes and actuates if a valid pedestrian detection is obtained.
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Figure 4.13: Smart crosswalk edge device prototype (a), (b) and (c)
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4.2.3 Dataset

In order to test and validate the proposed system a dataset of around 200 labelled images
was collected.

The image set was created by splitting a video stream in its frames. Each one of these
frames were then annotated in accordance with the pascal VOC (Everingham et al., 2010)
data format (figure 4.15).

<object=
<name>person</namex
< pose=Unspecified </pose>
<truncated=1</truncated=
< difficult=0</difficult=
- «<bndbox=
<¥xmin>46</xmin=
<ymin>1</yminz>
<¥max>7F9<fxmax>
<ymax>=107</ymax>=
=< /bndbox=
=/object>
<object=
<name>person</name>
< pose=Unspecified </pose=
<truncated=0</truncated=
< difficult=0</difficult>
- <bndbox=
<¥min=95</xmin=
<ymin>=7</ymin=
<¥Max>=159</xmax>
<ymax>164</ymax=
=< /bndbox=
< /object>

Figure 4.15: Pascal VOC data annotation

In order to prevent an overfitting to the dataset images, some simple data augmentation

techniques were applied to the training samples, with the results behing shown at section
5.2

4.2.4 Edge Load Balancing

The task of object detection at the edge is carried out by the the slave device. In order
to, efficiently, feedforward a network with almost 2 million parameters, most of the oper-
ations are hardware implemented, meaning that the board supports only a limited set of
models/detectors.

Giving the suitable (and available) detectors for edge inference and their performance
/ accuracy ratio, the choice fell on version 2 of the real-time object detector YOLO (Red-

mon et al., 2016). Instead of performing the object detection in multiple steps, like
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R-CNN and its variants, YOLO simplifies the detection to a regression problem, predict-
ing classes and boundary boxes in just one run of the algorithm (Redmon et al., 2016),
therefore contributing for a faster object detection.

Since the detection is supposed to run on a SoC with low computational resources,
even with hardware implemented detection, the trained model would still need to be up-
loaded to the device RAM. Therefore, the state of the art architecture on mobile vision
applications (Andrew G. Howard, 2017) - Mobilenet - as well as the lightweight version
of the YOLO detector backend - Tiny YOLO - were chosen as the feature extractors for

further evaluation on section 5.2.

4.2.5 Power Dimensioning

Energy management is still one of the most important features of any "off grid" IoT solu-
tion. Our lab analysis suggests that the edge device presented at 4.13 requires an approx-
imate average of 100mA at 3.3v, during uninterrupted operation. Since the proposed sys-
tem is intended for outdoor installation, renewable sources, like solar energy, are highly
suitable to help powering the device.

Two pre established energy requirements were set:

1. Up to two full days of continuous operation in the unlikely scenario of zero energy
collected.

2. Self sustainable energy source. No grid backup available.

With no energy being collected, only the battery is responsible to cope with the first

requirement.

C=Xt & C=100%48 = 4800mAh

Thus, accordingly to (Gomes et al., 2020), a minimum capacity of 4800mAh is re-
quired in order to guarantee, at least, 2 days of uninterrupted operation. This value does
not take into consideration efficiency losses.

Given the heterogeneity in solar irradiance around the world, a single power setup
would not be suitable for every working scenario. Thus, for an efficient deployment, the
solar cell must be chosen in accordance with a specific working environment.

Taking into consideration the uneven solar distribution throughout the year, we chose
to dimensioning the system to the worst case scenario. With a test prototype being in-
stalled in Porto, Portugal, the average 5S1KWh/ m? of solar irradiance registered in De-

cember (Cavaco et al., 2016), served as the starting point for our calculations.
S1KWh/m?* = 51000W h/m? permonth
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Get average power over area, HM = number of Hours in a Month = 720

51000/HM = 70.833W /m?> = 7.083 x 10>W /cm?

Considering a 20% efficiency for the solar panel (PE) and a 80% efficiency for the
charging board (BE):

(7.083% 1072 %« PE « BE = 1.113 %« 107°W /cm?

Knowing the energy harvested at a square centimetre, and the approximated edge
required power DP of 4.2 0.1 = 0.420W, a panel size (PS) of arround 20x20 centimetres

(or 377.358cm?) should, in theory cope with our energy harvesting requirments:

1.113%1073PS = 0.420 < PS = 377.358¢cm?>

V377.358 = 19.426cm

To summarise, two applications scenarios, implementing the proposed Edge Intelli-
gence Architecture for Smart Spaces, were discussed and specified. Both smart cook-
ing oil collection unit and smart crosswalk extended EIASS, inheriting its main benefits.
Therefore, only the evaluation task is required in order to validate the concepts presented

in chapters 3 and 4.
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Chapter 5
Evaluation

Extending on the application scenarios specified in chapter 4, the present chapter keeps a
focus on the evaluation of an edge intelligence paradigm applied to both smart crosswalk
and smart cooking oil collection unit. A standard cloud computing approach to the same

problems is used as a reference for a comprehensive result comparison.

5.1 Smart cooking oil collection Unit

Even highly relevant for a successful cooking oil collection bin, some of the requirements
discussed in chapter 4 are not in-lab verifiable, given its subjective (e. g. unitary cost) or
non-quantifiable (e. g. Service availability) nature. Therefore, considering the measurable
requirements of the smart cooking oil collection unit, this section subdivides the system

evaluation into three subsections:

e Training evaluation - result analysis for the cloud trained classifiers
e Classification Times - response times evaluation for the edge classification

e Energy Harvesting - Real life analysis on the energy collected / spent during a set

of days of continuous operation.

5.1.1 Training Evaluation

As a convergence between the concepts of edge computing and Artificial Intelligence,
prior to any other validation, an edge intelligent paradigm requires a trained machine
learning model. In order to chose the most suitable model to cope with the requirements
of the smart cooking oil collection unit table 5.1 displays the comparison on four different
lightweight classifiers. Worth noting that a small footprint is required in order to port the

trained classifier to the edge device, here represented by an ESP32.
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Table 5.1: Classifier Comparison

Classifier Train accuracy
Decision Tree 0.855
Naive Bayes 0.905
SVM 0.905

Looking at the results displayed in table 5.1 either the Naive Bayes classifier or the
SVM seem to perform the best against the synthetically created dataset. Therefore, con-
sidering the unwanted conditional independence provided by the bayesian classifier (Shi
and Liu, 2011), the SVM approach was the one to be chosen for further evaluation. Even
considering its simplicity, the high chances of over-fitting (Kerdprasop and Kerdprasop,
2011) and the overall lower training score led us to discard the Decision Tree classifier.
Worth noting that, the chosen classifier does not present a definitive answer for the dis-
posal classification. With the underlying architecture (EIASS) enabling updated model
distribution as well as over the air firmware updates, the edge classification is able to

maintain a continuous improvement state.

5.1.2 Classification Times

With the time required for disposal feedback directly influencing the overall user expe-
rience, an effort is placed into reducing the time elapsed from the oil disposal to the
classification feedback. In order to estimate the local classification performance, figure
5.1 displays the detection times required by the ESP32 to classify each one of the test
dataset entries. While representative of the local inference times, these values do not take
into consideration boot, sensor readings or actuation times.

With a mean time of 263 microseconds, the real-time classification achieved with an
edge intelligence approach contrasts with the multiple second classification observed in a
standard cloud intelligence paradigm. For instance, when comparing the 263 us to the 6
second obtained in (Costa et al., 2020), for GPRS communication, the shift to the lower

layers of the network accounts for a disposal classification 22 814 times faster.

5.1.3 Energy Harvesting

Figure 5.2 displays the battery voltage levels during nearly 6 days of continuous operation
under changeable weather conditions. A TP4056 Li-Po charger, interfaced an 1 Watt
solar cell with the edge device and a 1000mAh battery, with the battery voltage being

measured every 30 minutes via a voltage divider. In other to increase the load on the
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Figure 5.1: Classification times

energy harvesting solution, the voltage division was achieved by two 4.7kQ, resulting into

an additional current draw from 394uA to 447uA, depending on the battery’s voltage.
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Even with the synthetically generated extra load over the energy harvesting solution,
a single day of direct sunlight is enough to keep the device powered for several months.

During rainy/cloudy days (days 3 and 4 of figure 5.2) the collected energy stays close to
the one spend during operation.

Although successfully validated, from a computing paradigm point-of-view, during
our in-lab tests, the weight sensors did not achieve the manufacture specified accuracy.
High sensitivity and overall low accuracy prevented the system from a reliable density
estimation. Future works on this subject involve the choice for other products and sensing
techniques to improve the effectiveness in oil classification.
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Figure 5.2: Energy harvested by the smart cooking oil collection unit

5.2 Smart crosswalk

Once implementing a computer vision based pedestrian detection, the smart crosswalk
solution presents, by default, an extreme scenario for both computing and communica-
tion. In order to surpass these problems an edge intelligence paradigm was suggested in
4.2 with the evaluation taking place in this current section. In order to directly check the
compliance with the established requirements this section is subdivided into three subsec-

tions

e Training Evaluation - Practical comparison between features extractors, against the

dataset presented in 4.2.
e Detection Accuracy - Evaluation of the trained model on unseen data

e Response Times - Analysis on the time required for the pedestrian detection

5.2.1 Training Evaluation

Given the limited set of feature extractors supported by the sipeed maix platform, two
lightweight models were compared: Tiny YOLO and Mobilenet in its versions of 1, 0.75
and 0.5 (width multiplier). Both training tasks were performed with the dataset specified
in 4.2, under the configurations displayed at table 5.2.

Figure 5.3 displays the validation losses for the tested models. As expected, the higher
the width multiplier the lower the loss. However, an alpha of 0.75 nearly reaches the same

loss values of the full Mobilenet, confirming the results presented at (Andrew G. Howard,
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Figure 5.3: Feature extractor comparison
Table 5.2: Training setup
Architecture Input Size Labels epochs train/val times
Mobilenet 1 224 "person” 100 4
Mobilenet 0.75 224 "person” 100 4
Mobilenet 0.5 224 "person” 100 4
Tiny Yolo 224 "person” 100 4
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2017). Even with a similarly small trained model, the lightweight version of YOLO

backend scored the lowest loss values, therefore being chosen as the one to be ported to

the edge device.
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Figure 5.4: Tiny Yolo training and Validation Losses with jitter

colour

loss

= val_loss

Epoch n®

Figure 5.5: Tiny Yolo training and Validation Losses without jitter

Figures 5.4 and 5.5 display the differences between training and validation losses. On

5.5 the results acquired with no data augmentation suggest an overfitting scenario with the

training losses significantly lower than the validation ones. On the other hand, the same

dataset augmented by random zooms and shifts to the training samples 5.4 makes for a

lower validation loss, this time closer to the losses obtained with training portion of the
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dataset.

5.2.2 Detection Results

Lacking a way to estimate the detection accuracy in a regression problem, an empirical

analysis was conducted on the trained detector against the test dataset. Figure 5.6 displays

the model behaviour on unseen data.

(a) Detection 1 (b) Detection 2

(e) Detection 5 (f) Detection 6

Figure 5.6: Pedestrian detection Results

In order to further extend the encouraging results achieved in pedestrian detection,
future works in this subject are targeted at improving the training dataset with a greater

variety of detection scenarios. Also contemplated is the introduction of night vision,
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wide-angle lenses and the definition of a pre-defined image Region of Interest for each

installation.

5.2.3 Response Times

Being from the beginning one of the main functional requirements for the smart crosswalk
problem, an emphasis is put into evaluate the response time gains achieved by a shift in
the computing paradigm. Figure 5.7 displays the time (milliseconds) required for each

iteration of the slave device.
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Figure 5.7: Pedestrian Detection Times

While presenting a total average of around 72ms for each detection, two different
stages can be distinguished from figure 5.7. Bounded by a grey box are the time intervals
with positive detection of one or more pedestrians. Proximity (size) or quantity of pedes-
trians are some of the variables affecting the detection times. All values were attained
considering a standard KPU clock of 400MHz. When compared the average 72ms to
the 6 seconds obtained in (Costa et al., 2020), an edge intelligence approach would per-
form the pedestrian detection more than 80 times faster than a standard cloud intelligence

paradigm.
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Chapter 6

Conclusion

The evolving concept of IoT is nowadays in a redefinition state. While, during most of its
existence, connecting daily-life objects was the main goal of the Internet of Things, the
new trend of load balancing computing towards the edge of the network is starting to relax
this original concept. Benefiting from this urgent need to push computing closer to the
data sources 10T is, once again, enlarging its scope, converging an even greater number
of technologies.

By taking on the recent efforts in merging the concepts of an, edge computing enabled,
Internet of Things with the acquired knowledge in Al, we conducted a top down approach
to the edge intelligence paradigm. Aiming to distinguish between the different computing
paradigms, while comparing its advantages/disadvantages we started with in-depth sur-
vey on this subject. After gathering the concepts, benefits and limitations of cloud, fog
and edge computing, a generic architecture was specified - Edge Intelligence Architec-
ture for Smart Spaces. Driven by the goal of creating a common ground between edge
intelligence applications, EIASS carefully specifies data movements and load balancing
over the pre-defined communication channels and network layers. In order to evaluate
the EIASS two distinct application scenarios were presented. A smart cooking oil col-
lection bin capable of locally performing disposal classification and a, computer vision
enabled, smart crosswalk showcase the reduced response times, network load and energy
consumption brought by the adoption of EIASS in expense of a cloud intelligence ap-
proach. Over-the-air updates, communication optimisation, and energy harvesting were
some of the appended modules to the already complete EIASS specification.

In conclusion, the success achieved in materialising the conceptual works on edge
intelligence, proved the high applicability of this disruptive paradigm in the near future of
IoT.
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6.1 Future Work

Although successfully validated, both application scenarios reflect an ongoing work, with
finals products as the ultimate goal. Regarding the smart cooking oil collection unit, fu-
ture work in these subjects is targeted at achieving a more accurate oil sensing. This
resilience in untrustworthy disposal classification could potentially be implemented by
the adoption of liquid contact sensing techniques, exploring the benefits of a standardised
bottle. On the other hand, in the context of the smart crosswalk solution, the encourag-
ing results obtained on pedestrian detection could be further enhanced by an improved
dataset containing samples with a greater variety of scenarios. An ongoing work is being
carried out in order to achieve the same detection levels during night. By providing UML
documentation for both experiments, as well as the full image dataset used in the smart
crosswalk scenario, is left open the possibility to replicate the obtained results.
Moreover, the specification of a generic architecture implementing an edge intelli-
gence paradigm presents the basis on which new IoT applications can rely, hopefully

contributing to inspire other researchers to bring this concepts even further.
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